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Abstract

The advancement in cloud computing, the increasing size of databases and the emergence of big data have made traditional data man-
agement system to be insufficient solution to store and manage such large-scale data. Therefore, there has been an emergence of new
mechanisms for data storage that can handle large-scale data. NoSQL databases are used to store and manage large amount of data. They
are intended to be open source, distributed and horizontally scalable in order to provide high performance. Scalability is one of the im-
portant features of such systems, it means that by increasing the number of nodes, more requests can be served per unit of time. Distribu-
tion and scalability are always companied with load management, which provides load balancing of work among multiple nodes. Load
management efficiency varies from system to another according to the used load balancing technique. In this study, HBase and Cassan-
dra load management with scalability will be evaluated as they are the most popular NoSQL databases modeled based on BigTable. In
particular, this paper will compare and analyze the load management for the distributed performance of HBase and Cassandra using
standard benchmark tool named Yahoo! Cloud Serving Benchmark (YCSB). The experiments will measure the performance of database
operations with a different number of connections using different numbers of operations, database size, and processing nodes. The exper-
imental results showed that HBase can provide better performance as the number of connections increase in the presence of horizontal
scalability.
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1. Introduction

Relational databases were undoubtedly dominating the area of
database. Until recent time, they were the most widely used data-
bases to manage data practically. Jogi et al. [13] stated that the
most important features of relational databases is its ability to
execute transactional updates and handle the underlying con-
sistency issues. However, with the increasing datasets, terabyte-
scale data and big data, it becomes extremely difficult to store and
analyze the data effectively and efficiently as well as economical-
ly using relational databases. Moreover, big data introduces new
types of data in terms of structures which include structured, semi-
structured and unstructured data. The advancement in cloud com-
puting and big data has founded the needs for database that can
manage and process big data in efficient way. As a result, there
have been emergence of many distributed database systems devel-
oped for the purpose of serving in cloud and intended to support
the three structures of data. ACID (Atomicity, Consistency, Isola-
tion, and Durability) transactions are not supported by such
emerged systems, instead, they address cloud Online Transaction
Processing (OLTP) [7]. Examples of the most popular systems
developed for cloud data serving include HBase [1], Cassandra

[25], PNUTS [5], SimpleDB [6], CouchDB [3], and VVoldemort [4].

Although there are wide range of proposed applications for cloud
data serving systems, there is a lack of comparisons between these
systems performance. This gap has made it difficult to understand
the tradeoffs between systems, and the suitable scalability and
workloads for them [7]. The main difference between such sys-

tems is the data model utilized in the system. For instance, HBase
and Cassandra systems are based on column-group oriented
BigTable model. In fact, it is challenging to understand the impli-
cations of these systems performance for various applications with
different loads.

HBase and Cassandra are the most famous NoSQL distributed
databases that have been used in cloud serving systems. Both of
them are intended to operate in cloud. They are based on a col-
umn-family-oriented model and sometimes are referred as a key-
value store. HBase and Cassandra have a distribution system that
allows for distributing data and processing tasks [8, 11]. Therefore,
the write and read operations of these two systems make utiliza-
tion of distributed system technique. HBase is built on top of
Hadoop Distributed File System (HDFS) and can make utilization
of Hadoop MapReduce. Hadoop allows to distribute and store data
among the cluster’s nodes for processing [10], this approach takes
advantages of data locality. On the contrary, Cassandra has its
own distribution system which allows achieving great perfor-
mance on multi-node setups. Partitioner is the internal component
of Cassandra which is responsible for the distribution of data
across the nodes of the database cluster [11].

NoSQL databases are designed to distribute data and processing
work among multiple machines. Therefore, load management
mechanism is required in such systems in order to provide load
balancing of work among all the nodes in the cluster [26]. Load
balancing is the efficient distribution of incoming requests across
the available nodes in the cluster in order to avoid bottleneck
problems and to utilize the available resource equally. In cases of
heavy workloads, load balancing is an essential task in distributed
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environments to achieve maximum utilization of resources [29].
Therefore, load balancing always allows to provide better perfor-
mance as a result of good resource utilization. Effective load bal-
ancing is a result of efficient load management mechanisms.
However the system architecture plays an important role in the
efficiency of load management [18, 19]. Konstantinou et al. [26]
demonstrated that heavy workload on the system that causes better
performance always leads to the fact of deploying effective and
efficient load balancing mechanism.

As HBase and Cassandra systems are based on BigtTable model,
it is necessary to decide which system provides better performance
with regarding to various load, available scalability, and data size.
The ability to efficiently perform heavy write/read operations of
data in order to obtain an effective and efficient performance is of
much value. At such scale, the use of distributed architectures to
achieve high throughput and to serve more requests is essential.
Therefore, the main goal of this study is to measure the perfor-
mance in presence of different loads and how the execution time
of various operations is effected for HBase and Cassandra systems
with regards to horizontal scaling and data size.

The rest of this paper is structured as follow, Section 2 introduces
previous benchmarking experiments of HBase and Cassandra as
well as the related works to this research. Section 3 presents brief
background and important components and features of BigTable
model, HBase, and Cassandra. Experiments setup and Benchmark-
ing results are showed and discussed in section 4. Finally, conclu-
sion is presented in section 5.

2. Related Work

NoSQL databases developed to fulfil the needs of highly scalable
data storage and simple retrieval of data that are indexed using
single key. It also provides distribution of data and computing
work among multiple machines. In fact, each NoSQL database
system has its own data storage model that has strengths and
weaknesses. Chang et al. [9] described the design and implemen-
tation of simple, NoSQL and column-oriented data model named
BigTable. The authors reported that BigTable model provides the
ability for clients to have dynamic control over data layout. Ac-
cording to the original design of BigTable data model, scalability
is one of the most important features of this model. Scalability
reflects the system ability to scale out with the increasing data size
and resources in both homogenous and heterogeneous environ-
ments.

HBase and Cassandra are both NoSQL, distributed databases
modelled after the concept of BigTable model [27, 28]. BigTable
is designed from the beginning to be highly distributed as well as
share nothing architecture. Partitioning and replication of data
over commodity servers are the techniques used by this model to
provide reliability and availability. Data is portioned using its key
and distributed to be stored in multiple machines. Replication
means that the same element of data is stored many times on many
nodes [11]. HBase and Cassandra are written in java and based on
the same storage model. With the aim of measuring the perform-
ance for cloud serving systems, Cooper et al. [7] introduced an
open source benchmarking tool named Yahoo! Cloud Serving
Benchmark (YCSB). In distributed environment, the authors use
YCSB to compare four NoSQL databases including a simple
sharded MySQL implementation, Yahoo!s PNUTS, HBase, and
Cassandra. Unfortunately, they did not provide analysis of their
performance with regards to scalability and various loads. In a
different publication, experimental comparison of scalability and
how it effects the performance in HBase and Cassandra systems
was conducted [14]. Similarly, the authors did not highlight the
issue of various loads on those systems. However, in real systems
there will be tens if not hundreds or thousands of connections that
need to be served in parallel which not been considered by all
previous works.

Another comparison of NoSQL databases performance is what

done by Rabl et al. [15]. Indeed, they performed a comprehensive
performance evaluation of six NoSQL data storages including
HBase and Cassandra. Although they focused on the performance
evaluation of HBase and Cassandra in terms of scalability, they
did not take into consideration their performance with different
loads that may happen in real applied systems. More comprehen-
sive and extended evaluation of HBase and Cassandra was done
by Kuhlenkamp et al. [16]. The authors reproduced some experi-
ments from [15] and [7] and validated in two environments: inter-
nal cluster and real cloud system of Amazon. They also performed
extended experiments using YCSB with increasing loads in HBase
only. In fact, the more related work to this research is what has
been done by Abramova et al. [8] which provided a detailed anal-
ysis of Cassandra scalability and its performance as the number of
nodes involved in the experiment was increased. In this research,
the number of nodes was increased using different loads ranging
from 1 to 6000 connections using YCSB. More recent study is
conducted by Jogi et al. [13], in which they performed a compari-
son between HBase, Cassandra and MYSQL in order to evaluate
their performance of heavy write operations using web based
REST (Representational State Transfer) applications.

This paper varies from all previous evaluations by focusing on the
implication of different loads on the performance of HBase and
Cassandra. Furthermore, a detailed analysis of both systems per-
formance in distributed environment with regards to cluster scala-
bility and database size using different loads is provided. Finally,
their performance for YCSB workload A and B in different cluster
size with different database size and different loads is measured.

3. Architectures

This study investigates the effects of different loads on the scala-
bility, data size and number of operations of the two BigTable-
based storage model and distributed databases: HBase and Cas-
sandra. In this section, we will give some brief background of
their architecture.

3.1. BigTable Architecture

The development of BigTable aimed to design a platform that can
scale up with the dataset size and over large number of commodity
processing machines using the partitioning mechanism [9]. Col-
umn-Oriented concept is also supported by the partitioning mech-
anism. Unlike row-oriented layout, column-oriented layout stores
each column data contiguously in separate file that can be stored
in separated disk. Therefore, column family is introduced by the
BigTable model in order to allow rows to have fixed number of
column families defined at the creation time. However, each col-
umn family can have variable number of columns, which means
that the user can add columns at the run time and the number of
columns can be different in each row [9, 11]. Moreover, BigTable
is designed to allow any cell to have multiple timestamp versions
of data. Finally, user can access the data stored in a cell using row
key, column family, column qualifier, as well as timestamp [11,
20].

BigTable model is designed with sequential write to memory
which means it does not need for disk seek. Thus, the model has
highly optimized all types of write operations, insert, update, and
delete. As shown in Fig. 1, MemTable is the internal component
used by BigTable to store data in the memory before it is written
to SSTable on the disk. For writing process, the write transaction
is firstly stored in the log file for recovery in case of system crash.
The transaction data is then written to the in-memory MemTable.
Finally, once MemTable size reaches a predefined threshold, all
MemTable data are then flushed to the SSTable on the disk.
Whenever read request of data is made, the model first searches
for the requested data by using the row key in the MemTable. If
not exists in the MemTable, the data will be retrieved from the
SSTable on the disk. In order to provide optimized read operation,
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the system always performs periodic data compaction. In the data
compaction process, the system periodically merges many SSTa-
bles in one big SSTable which achieves higher reading efficiency

[9].

Write

Log File

RAM SSTablel
y
MemTable ‘ SSTable2 ‘—»‘ SSTable4 ‘
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Fig. 1: Read/Write operations in the BigTable architecture.
3.2. HBase Architecture

HBase is a distributed and non-relational database based on the
concept of Google’s BigTable: A distributed storage system for
structured data [9]. The main goal of HBase is to store huge tables
with millions of columns and billions of rows. HBase is used
when random, real-time CRUD (Create, Read, Update, and Delete)
are needed to deal with data. It is based on famous Master-Slave
architecture with one HMaster and multiple HRegionServers [22].
According to the architecture of HBase, data is distributed and
stored in a group of Region Servers. Therefore, mapping of key to
the corresponding server is required to locate the needed data, this
mapping information is stored in tables named Mapping Tables.
HBase is an Apache open-source framework that is developed as
part of Hadoop eco system. It is written in java to run on top of
Hadoop Distributed Filesystem (HDFS) in order to provide Big-
Table functions for Hadoop [17]. Using HDFS storage system by
HBase as its own data storage has advantages and disadvantages.
This approach has the advantage that HDFS handles data replica-
tion, data consistency and resiliency, so HBase does not need to
provide such functions and worry about storage system. Gokava-
rapu [11] stated that this approach has downside, HBase is con-
strained and limited by the HDFS characteristics, which do not
provide optimized access for random read. Moreover, this archi-
tecture causes extra network latency for the additional access from
the server of database to the File server (i.e. the Hadoop cluster
DataNode).

3.3. Cassandra Architecture

Cassandra is a NoSQL column-oriented database that was origi-
nally designed by Facebook but now is developed by Apache
Software. Apache Cassandra is a distributed, NoSQL and open-
source database management system developed to store and man-
age huge volume of data using commodity machines. It was de-
signed to provide high availability of data without a single point of
failure. As a column-oriented system, the data in Cassandra is
stored and managed in groups of column families and in tables
that is vertically oriented [2]. Abramova et al. [8] stated that Cas-
sandra is best suited for applications that need heavy write. Cas-
sandra is based on BigTable storage model for storage engine and
replication of Dynamo architecture. The architecture of Apache
Cassandra was designed to provide the ability for the system to
scale [13]. Unlike the legacy Master-Slave architecture of HBase
architecture, Apache Cassandra distributed system has a ring clus-
ter that has peer-to-peer nodes with one elected node that has extra
work as coordinator [23]. This approach of design has made Cas-
sandra cluster easy to setup and maintain. In addition, this archi-

tecture allows the data to be distributed and stored in all the clus-
ter’s nodes, as well as making replications of the data as user re-
quirements.

Cassandra handles the distribution, storing, and maintenance of
the data automatically, so developers do not need to worry about
portioning of data [21]. Thus, it allows them to direct their ener-
gies and focus on creating a value-features applications. As men-
tioned before, Cassandra has a built in component named parti-
tioner which is responsible for the distribution of data among the
database cluster. The Partitioner computes numerical token for
primary key of each rows using hashing mechanism. It then as-
signs this token to one of the cluster nodes in consistent and pre-
dictable way. Although, partitioner is a built-in component of
Cassandra, it can be configured according to the user requirements.
The default configuration of the partitioner is intended to make
random and even distribution of data among cluster nodes. Finally,
Cassandra has a load balancing that is responsible of maintaining
the balance of workload across the cluster nodes. It takes an auto-
matic action when changes such as adding or removing nodes is
made to the cluster in order to keep the workload balanced over all
the nodes [24].

4. Experiments and Results

The experiments aim to evaluate HBase and Cassandra perform-
ance with various workloads using increasing number of nodes,
increasing dataset size, and increasing number of connections. In
the experiments, the execution time of each workload is measured
using increasing number of threads in order to evaluate the affects
in execution time of various operations for both systems.

4.1. Experiments Setup

Our experimental cluster consist of 8 identical machines equipped
with Intel core i5 with quad core, 8 GB of RAM, hard disk drive
of 500GB and gigabyte network adapters that are connected to-
gether using 1000 Ethernet switch. Oracle Virtual Box 5.0.26 is
used to make a cluster of 8 nodes, each has 4 cores and 6GB of
RAM. Linux Ubuntu 16.04 is operated in all the nodes of the clus-
ter. For HBase experiments, the cluster is running using Hadoop
2.7.0 distributed file system (HDFS), while Apache Hbase-1.1.8 is
running in all the cluster nodes in the top of HDFS. HBase works
on top of HDFS that has Master-Slave architecture. Therefore one
of the nodes is assigned to be NameNode and DataNode at the
same time. In the experiment of Cassandra, we use Apache Cas-
sandra- 2.2.4 in all the nodes in order to make a cluster of 8 nodes.
Cassandra distribution system is decentralized, which means all
nodes organized in Peer-to-Peer fashion, so one of the nodes is
elected to be the coordinator of the cluster.

In order to evaluate the performance of HBase and Cassandra with
various loads of work, we use Yahoo Cloud Serving Benchmark
(YCSB) workloads A and B. Workload A is a mixed workload of
50% read and 50% update operations. Whereas, workload B is
heavy read with 5% update operations and 95% read operations.
The thread count of YCSB client allows to define the number of
connections from client to server that can be served simultane-
ously. YCSB has data generator that builds table of 10 fields and
the row key field, each field is inserted with 100 byte of random
data. Therefore, the size of each row in the table is about 1KB.
YCSB has two benchmark tiers which include performance tier
and scalability tier. The Performance tier is provided to measure
the latency of requests issued to the database while it is under load.
However, as the amount of load increases, the latency of issued
requests increases, this is due to potential tradeoff between
throughput and latency. The scalability tier measure the effect on
the database performance as the number of machines in the system
is increased. In real databases, the size of the data is increasing, so
adding more machines to the system is the best solution to mainta-
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in the performance constant. Therefore, the database that provides
good scalability should deliver the same performance as the da-
taset size, number of machines, and required throughput increase
proportionally.

In the experiments, the database size was varied proportionally
with the cluster size, we use datasets similar to the one used in [8],
10 billion records and 10 thousands operation with one node, 40
million records and 40 thousands operation with the four nodes,
and finally 80 million records and 80 thousands operation with 8
nodes. However, various loads used in [14] are reused in our ex-
periments. The number of requests is also increased proportionally
with the size of the data and cluster. Table 1 summarizes the
benchmarking experiments setup. The three experiments are exe-
cuted for workload A and B. While execution time is the perform-
ance metric that we observed during the experiments.

Table 1: Experiments Setup.

Nodes Dataset (GB) gumbgr o
perations

1 10 10,000

4 40 40,000

8 80 80,000

During the experiments, we made sure that the cluster is free of
other running processes. The YCSB load process is executed first
to load the table with data records. In order to make sure that
flush-to-disk events of MemTable has taken place, the load of
each workload and the experiments have run for long time. After
each experiment, each system is reset to the state of new installed

by clearing all in-memory data and deleting all data files from disk.

Although, no other jobs were running in the cluster during the
implementation of the experiments, each experiment is repeated 3
times and average time is taken in order to get as accurate results
as possible.

4.2. Results and Analysis

The main goal of this paper is to measure the performance of
HBase and Cassandra as the number of connections to the system
increases. This section shows the results of the benchmarking
experiments. For each workload, we present the execution time

taken to execute specific number of operation as the number of
connection increases. The same experiments are repeated in 1, 4,
and 8 nodes with a proportional increase in the size of the dataset
and the number of operations. The increase in the cluster size is to
measure the scalability of HBase and Cassandra as the cluster
horizontally scaled. We first report our results and point out sig-
nificant values. Then, we discuss the results.

4.2.1. Workload A

In the first experiment, we run Workload A which is write-heavy
workload with 50% update operations and 50% read operations.
This type of workload is intended to compare the performance
between read and write operations of the system. In the experi-
ment of 1 node, HBase outperforms Cassandra with 1 connection,
while HBase performance is degraded with all other connections
in comparison with Cassandra as shown in Fig. 2 (a). However,
the performance of HBase and Cassandra do not illustrate signifi-
cant increase in the speedup even with the increase of the number
of connections. This could happen when load balance mechanism
runs in an environment with a very limited resources. In 4 and 8
nodes experiments as shown in Fig. 2 (b and c¢), HBase and Cas-
sandra show stable increase in the speedup with the increase of
number of connections, but HBase provides better performance in
overall. This is an evidence that HBase has better load balance
mechanism that makes good utilization of distributed resources.
This good utilization is because of the use of HDFS file system of
Hadoop which provides effective and efficient distributed storage
system. This is similar to what reported by Cooper et al. [7],
where HBase demonstrates the best write performance among
other NoSQL databases. In addition, this good performance is also
due to the use of Memstore which is a built-in component in
HBase that is intended to allow HBase to provide an optimized
write operations.

4.2.2. Workload B

The second workload is Workload B which is read-heavy work-
load on systems. It consists of 95% read operations and only 5%
of write operations. This kind of workload is designed for its
common use in many information systems of social web where
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write-once and read-many paradigm is dominant. In other words,
it is used to evaluate system where the read operation has the lion
part of all operations. From Fig. 3 (a), Cassandra shows better
performance in the experiment of 1 node with all connections. It
also illustrates stable increase of the speedup in the experiments of
4 and 8 nodes. On the contrary, the performance of HBase is dras-
tically degraded in 1 node experiments despite of increasing the
number of connections. However, our results in Fig. 3 (b and c)
show that HBase outperforms Cassandra in 4 and 8 nodes experi-
ments in all connections. This is because that HBase uses Mem-
store to hold the latest written data for temporary time. This also
enhances the reading process as the data is searched in the Mem-
store first.

To conclude, Ghandour et al [30] stated that HBase supports vari-
ous load balancing techniques to equally divide the work among
the available region servers. This techniques allow to provide an
equal utilization of resources, so that the performance can be im-
proved. On the other hand, Cassandra uses consistent hashing to
partition data across the nodes of the cluster. However, the consis-
tent hashing algorithm has some challenges such as non-equal data
and load distribution among available nodes. This is a result of the
random position assignment of each node on the cluster ring. Al-
though, Lakshman et al. [25] has demonstrated that Cassandra has
tackled such problem by analysing the load information of the ring
and change the position of the lightly loaded nodes to reduce the
nodes that are heavily loaded, but the provided solution has not
produced an equal distribution of data and load among nodes of
the cluster. Moreover, such solution has produced an extra com-
puting overhead.

5. Conclusion

In this paper, load management of two famous NoSQL databases,
HBase and Cassandra, were investigated within the context of
their scalability. In particular, HBase and Cassandra load balanc-
ing mechanisms were evaluated as the number of connections that
need to be served at the same time was increased. The experiments
were conducted in order to test and analyze the performance of
both databases to show how each system cope with various loads
while the cluster and dataset size vary. In conclusion, Cassandra
provided better performance in a single node. On the contrary,
HBase performance becomes better with the increase in number of
connections, the size of cluster, and dataset. This is an evidence
that HBase has more efficient load balancing and good utilization
of resources. In the experiments, both of the systems showed in-
crease in the speedup as the number the number of connection
increases. However, this increase of speedup is better in HBase
than that of Cassandra. HBase is recommended when coping with
heavy load and scalability is required. In a single node, Cassandra
produced better performance in the presence of heavy loads. In
summary, we deduce that HBase performs higher throughput than
Cassandra taking into account the increase of connections and
horizontal scalability of computing resources.
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